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We study the problem of jointly pricing and designing a smart transit system, where the transit agency
(the platform) controls a fleet of demand-responsive vehicles (cars) and a fixed line service (buses). The
platform offers commuters a menu of options to travel between origin and destination (e.g., direct car trip,
a bus ride, or a hybrid combination of the two), and commuters make the utility-maximizing choice within
this menu, given the price of each trip option. The goal of the platform is to determine the optimal set of
trip options (modes) to display to commuters, prices for these modes, and the design of the transit network
in order to maximize the social welfare of the system. In this work, we tackle the commuter choice aspect
of this problem, traditionally approached via computationally intensive bi-level programming techniques.
In particular, we develop a framework that efficiently decouples the pricing and network design problem:
given an efficient (approximation) algorithm for centralized network design without prices, there exists an
efficient (approximation) for decentralized network design with prices and commuter choice. We demonstrate
the practicality of our framework via extensive numerical experiments on a real-world dataset, in which we
show the efficiency of pricing algorithm. We moreover explore the dependence of system welfare, revenue,
and demand on transfer costs, as well as the cost of contracting with the on-demand service provider, and
exhibit the welfare gains from a fully integrated mobility system.

1. Introduction
Providing efficient and sustainable transportation solutions has long been a challenge for public
transit agencies. In particular, a central problem faced by these agencies is the ridership versus
coverage problem (Human Transit 2018). On the one hand, the main objective of ridership-oriented
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transit is efficiency: by maximizing the number of commuters served, not only do transit agencies
benefit from lower public subsidies per rider, but they also reduce traffic congestion and the environmental impact of gas emissions by targeting cities’ highest-demand corridors. Coverage-oriented
transit, on the other hand, seeks to address a seemingly contrary issue: that of equity. Indeed, in concentrating a finite amount of resources on the areas with the most demand (typically city centers),
it is well-known that public transit leaves behind communities located on the outskirts of cities
who have the most to gain from access to inexpensive and convenient transportation (White 2015).
The real-world consequences of this tension cannot be overstated: since transit agency budgets are
determined in large part by ridership metrics, low-income areas are the first to feel the impact
of budget cuts (Verma 2020). The result of this is far more than an inconvenience, with a recent
study finding a high correlation between length of commute and upward social mobility (Chetty
and Hendren 2018).
Enter into the conversation Mobility-on-Demand (MoD) companies such as Lyft and Uber, which
have dramatically altered the mobility landscape in the past decade. These flexible and adaptive
transportation services are increasingly being viewed as a means of (partially) reconciling the
aforementioned tension between ridership and coverage. Indeed, by using ride-hailing services to
connect previously underserved communities to transit hubs, agencies can expand access to more
affordable and sustainable transportation solutions, all the while being able to concentrate resources
on high-density corridors. The most recent – and perhaps most notable – evidence of the potential
of such partnerships was the transit crisis faced by New York City in the early days of the COVID19 pandemic. When overnight subway services were disrupted for cleaning and sanitation, essential
workers had no way to get to their shifts; as a short-term solution, a free, for-hire late-night
vehicle program was subsidized by the government (Offenhartz 2020). Moreover, even prior to the
era of COVID, pilot projects focusing on enhancing first/last-mile connectivity via multimodal
trips (with supporting services including microtransit and ride-sharing options à la UberPool) had
been launched globally (e.g., LA Metro and Via (LA Metro 2019), Dallas Area Rapid Transit
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and Lyft (DART 2019), Moovel in Germany (Moovel), Whim in Helsinki (Whim), and UbiGo in
Stockholm (Ubigo)).
Central to the operations of such an integrated system is a fundamental task: the ability to
design a system that is consistent with commuter choice. Contrary to vanilla ride-hailing services,
transit systems are characterized by their inherently decentralized nature; that is, rather than being
assigned to trips, commuters choose the mass transit routes that minimize their travel times. In a
similar vein, when faced with hybrid transportation options, commuters will choose the option that
maximizes their net utility, a more meaningful metric than travel times given the heterogeneity of
options along different dimensions, e.g., travel time, comfort, convenience, and, importantly price.
This last aspect is crucial in the successful design of a multimodal system; whereas certain transit
systems charge a flat fare for all trips (e.g., $2.75 for a subway ride in New York City (New York
City MTA)), there exists a trade off between simple pricing (such as a flat fare), and trip-specific
pricing, which is potentially more efficient. Thus, the question preoccupying transit agencies should
no longer solely be how to design such a transportation network, but how to simultaneously price
and design this integrated system. Indeed, recent work by Bertsimas et al. (2020) empirically
validated the idea that jointly solving these two problems — that have by and large been considered
separately in the literature — can lead to substantial gains in system efficiency.
Though attacking these two problems simultaneously has long been considered computationally
difficult in general (see Section 2), in this paper we develop a new framework that demonstrates
that pricing and designing a network in the presence of commuter choice is no harder than simply
designing such a network under non-strategic behavior, for a large family of problem instances.
1.1. Summary of our contributions
We consider a model in which a transit agency (henceforth, the platform) controls a fixed-line
service and has access to a fleet of demand-responsive vehicles (e.g., via a pre-negotiated contract
with a ride-hailing service, or an in-house fleet of taxis). The platform is faced with a set of nonatomic passenger flows and offers commuters the choice of a number of ways of traveling between
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origin and destination nodes: a commuter can travel by bus for the entirety of the trip (walking to
and from the bus stations closest to her origin and destination); she can use a ride-hailing service
for the first and last legs of her trip, traveling by bus in between; or she can use more complicated
combinations of these two travel options. We henceforth refer to these different travel options as
travel modes.
A commuter has a valuation for each mode, drawn from a known distribution. Given the prices
set by the platform, she chooses the mode that maximizes her net utility. The platform, on the
other hand, incurs an operating cost for each mode, as well as a cost to design the transit network
(e.g., a fixed cost for each bus line). The goal of the platform is to determine the optimal set of
modes to display to commuters, prices for these modes, as well as the design of the transit network
in order to maximize the total welfare of the system, i.e., the sum of its profit and commuter
utilities. We refer to this problem as the Welfare Maximization Problem.
One of the key hurdles of transit planning is accounting for commuters’ strategic behavior: doing
so requires computing equilibria of an underlying game, a task known to be PPAD-complete in general (Daskalakis et al. 2009). Indeed, the vast majority of existing techniques use computationally
intensive iterative methods based on a bi-level programming formulation to compute the optimal
set of planning decisions that are consistent with commuter choice (Parbo et al. 2014, Yu et al.
2015, Verbas and Mahmassani 2015, Pinto et al. 2019). Our main methodological contribution in
this respect is to show that, when the transit planner can use pricing as a lever to coordinate
commuter choice, joint pricing and line planning is no harder than vanilla line planning in the
presence of non-strategic behavior. More specifically, we propose a methodological framework that
disentangles the two sources of complexity in the Welfare Maximization Problem: (i) designing the
transportation network, and (ii) pricing the trips offered by the platform. The framework tackles
the problem in two steps:
1. (Approximately) solve a Centralized Welfare Maximization Problem, i.e., a single-level assignment problem that relaxes the commuter choice constraints of the original problem.
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2. Compute the prices that induce the flows corresponding to this (approximate) solution.
A priori, not only is it unclear how to compute the prices described in Step 2 above, but it is also
not evident that such prices even exist. Our work answers these two questions in the affirmative for
a broad class of commuter valuation distributions. We first consider the widely used multinomial
logit (MNL) model of commuter choice, showing that the tractable closed-form expression for
commuters’ choice probabilities can be inverted to yield the appropriate prices. We then show
that such an approach efficiently computes prices for a much broader class of continuous valuation
distributions, under mild regularity conditions (in particular, invertibility of the commuter choice
probabilities and concavity of welfare in the quantile space).
A natural next question is whether such an approach – i.e., solving a centralized problem and
computing prices that induce at least as high a welfare – can be leveraged for the space of discrete
valuation distributions. This space of distributions is of particular interest due to the fact that, in
the case of transportation networks, supply costs and constraints are often linear in the decision
variables (e.g., budget, capacity and circulation constraints). Modeling commuter valuations by a
discrete distribution, in such cases, allows the platform to leverage the computational sophistication
of mixed integer linear programming solvers, as compared to mixed integer convex programming
solvers, which one would need under continuous valuation distributions. We show that, for arbitrary
discrete valuation distributions, the welfare-maximizing prices arise from the dual of an appropriately chosen linear program. This framework thus has far-reaching computational implications
for pricing and network design in decentralized settings: given an efficient (approximation) algorithm for the Centralized Welfare Maximization Problem, there exists an efficient (approximation)
algorithm for the Welfare Maximization Problem in the presence of commuter choice.
Finally, we demonstrate the practicality of our framework via extensive numerical experiments
on a real-world dataset. In particular, we show that, even for large-scale settings in which the
number of variables variables and constraints is on the order of 105 , the time required to solve the
MILP associated with the Centralized Welfare Maximization Problem dwarfs that of the linear
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program that computes the welfare-maximizing prices. In other words, you can plan your system
and price for “free”. Our framework enables us to explore the dependence of key platform metrics
such as welfare, revenue, and demand served on the transfer costs incurred by commuters due to
first- and last-mile connections, as well as the per-mile cost a ride-hailing company would charge
the platform for its services.
Paper organization. In Section 2, we survey relevant literature. We then present the basic
model and define the Welfare Maximization Problem in Section 3. In Section 4, we develop intuition
for our main approach by solving the pricing problem under MNL commuter choice, and extend
this result to continuous valuation distributions, under mild conditions. We then build upon this
basic approach in Section 5 and present our pricing framework for the setting of discrete valuation
distributions. We moreover demonstrate the framework’s generality in Appendix C by showing
how it can heuristically be leveraged to incorporate revenue considerations. Finally, in Section 6
we demonstrate its applicability via numerical experiments on a real-world dataset. All proofs are
relegated to the appendix.

2. Related work
In this section, we review the most closely related lines of work.
Line planning and commuter choice. Much of the work on finding the optimal set of lines
subject to commuter choice, with the objective of minimizing some function of passenger waiting
times and transit operator costs, has relied on bi-level programming formulations (Constantin
and Florian 1995, Yu et al. 2010, Yao et al. 2012, Parbo et al. 2014, Yu et al. 2015, Verbas and
Mahmassani 2015, Pinto et al. 2019). Such formulations are typically well-suited for decentralized
settings in which strategic agents respond myopically to the decisions made my a principal (i.e.,
the transit agency, in our setting). The iterative algorithms developed for this problem have an
‘upper level,’ which finds the optimal set of lines given passenger demand, and a ‘lower level,’
which finds the induced passenger demand, given the lines returned by the upper level. Though
bi-level optimization is known to be strongly NP-hard in general (Hansen et al. 1992), Fontaine and
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Minner (2014) show that, under the partial cooperation assumption (i.e., the principal is allowed
to choose among agents’ optimal decisions), the bi-level network design problem with the objective
of minimizing passenger waiting times can be cast as a non-linear single-level problem via the KKT
conditions, and then approximately solved via linearization tricks. From a technical perspective,
our work is most similar in spirit to this latter paper in its reliance on linear programming duality
to reduce the decentralized pricing problem to a centralized pricing problem.
Design of multimodal mobility systems. Though the bulk of the work on network design
has focused exclusively on bus routing for mass transit systems, a recent line of work which considers the integration of public transportation and ride-hailing services has emerged. Mahéo et al.
(2019) consider a hub and shuttle model to improve public transit during off-peak hours, and propose an efficient algorithm based on the Benders decomposition to decide which hubs to link via
bus routes. Auad and Van Hentenryck (2021) generalized this latter work by allowing for ridesharing and moreover considering the shuttle fleet-sizing problem. Périvier et al. (2021) considered
the problem of finding fast approximations for the ‘Real-Time Line Planning Problem,’ i.e., the
problem of finding the optimal set of bus lines to serve a set of trip requests when a platform
can leverage its fleet of cars to get commuters to bus stops. None of these works, however, incorporate commuter mode choice. Basciftci and Van Hentenryck (2021) address this gap, using a
bi-level exact decomposition method to capture riders’ mode preferences. Pinto et al. (2019) also
recently studied the problem of joint transit network redesign and shared-use autonomous vehicle
fleet sizing, proposing a bi-level heuristic solution in which the upper-level program considers the
fleet-sizing problem, and the lower-level considers the mode choice commuter assignment problem.
Finally, closely related to our paper is recent work by Lanzetti et al. (2021), who study the
interactions of a public transit provider with profit-maximizing operators of autonomous fleets. In
contrast to us, their focus is on analyzing game theoretic equilibria that arise from commuter choice
in a fragmented system, and does not consider the transit operator’s network design problem. Motivated by a recent push from cities to create integrated mobility marketplaces (U.S. Department of
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Transportation), our focus is not on profit-maximizing Mobility-on-Demand providers’ incentives,
but solely on the transit operator’s welfare maximizing problem given, for example, pre-negotiated
contracts with ride-hailing services.
Pricing and commuter choice. The most active line of work with respect to pricing applied
to transportation has been with respect to toll-setting, in which the goal is to either maximize
the revenue raised from tolls located on edges of a network, or to induce desirable equilibrium
flows (Colson et al. 2007). Once the tolls are set, commuters choose their routes in order to minimize
total costs. Though bi-level schemes have been used to solve variants of this problem (Huang
2002), it has been shown that primal-dual heuristics can be used to remove the bi-level complexity
and instead solve a single-level problem (Brotcorne et al. 2001). In addition, more recent works
have leveraged manifold suboptimization techniques (Wu et al. 2011), as well as derivative-free
solution algorithms (Wu et al. 2012) to find Pareto-improving, rather than revenue-maximizing,
tolls. Most recently, Correa et al. (2021) addressed the issue of nonexistence of equilibria when link
operators are revenue-maximizing by showing that setting upper bounds on the tolls operators can
charge induces a unique Nash equilibrium that achieves the optimal total delay.
Our work is technically closely related to that of Wischik (2018), who considers a similar problem
from the perspective of a ride-hailing service offering multiple modes. The key insight of this
work is that, when the multinomial logit model is used to model passenger choice, the firm’s
problem can efficiently be solved by formulating it as an equivalent resource allocation problem.
We generalize this work with respect to the MNL model by (i) considering the line planning and
assortment optimization problem, and showing that one can still obtain (approximately) optimal
prices, assuming oracle access to a feasible solution of the associated centralized problem, and
(ii) showing that these insights extend to a broader class of continuous valuation distributions.
We moreover differ from this work by considering arbitrary discrete valuation distributions and
showing that dual-based pricing is optimal for this setting.
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Joint pricing and frequency-setting of transportation networks. Our paper joins a
small line of work that considers the problem of joint pricing and frequency-setting of transportation
networks. Sun and Szeto (2019) propose a bi-level programming model to find the set of profitmaximizing fares and frequencies, though they do not consider multimodal options. Bertsimas et al.
(2020) consider the problem of pricing and frequency setting in order to minimize system wait
time in mass transit networks under an MNL choice model. In order to handle the non-convexity
induced by the passengers’ demand function, they propose a first-order method that solves a series
of locally linear approximations. Our work shows that, in the case of the MNL model, this nonconvexity in the prices is a red herring; as long as the problem is concave in the quantile (i.e., the
assignment) space — which we show it is in the case of the welfare objectives — the pricing aspect
of the problem can be solved exactly.

3. Preliminaries
3.1. Basic Model
We model the transportation network as a directed weighted graph G = (V, E), with |V | = n nodes
corresponding to pickup and dropoff locations, and edges representing roads between nodes. We
first present the supply and commuter choice models in complete generality, and illustrate specific
settings subsumed by the general model we consider in Section 3.3.
Supply model. A single mobility provider (henceforth, the platform) operates the network,
and controls a fleet of demand-responsive vehicles, as well as a fixed-line, mass-transit service.
The platform presents commuters with a menu of possible ways to travel between their origin and
destination nodes: a commuter can complete her trip entirely by transit (with potential walking
for first/last mile), or via a hybrid combination of demand-responsive and fixed-line legs. We
emphasize that, in the model we consider, the transit agency has pre-negotiated access to the
demand-responsive vehicles. The crucial question of how and why a ride-hailing service would
opt into such a contract is beyond the scope of this work. Formally, given origin-destination pair
(s, t), a hybrid trip option m (henceforth referred to as a ‘mode’) is defined by a sequence of
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(a) Hybrid option 1
Figure 1

(b) Hybrid option 2

Example of a transit network with a single bus line ℓ (marked in orange) and a single (s, t) commuter.
The commuter can use one of the two hybrid modes comprising a bus segment, and first- and last-mile
car segments.


trip segments (s, i1 ), (i2 , i3 ), . . . , (ik , t) | i1 , . . . , ik ∈ V k , and the service (e.g., transit operating at
a certain frequency, or demand-responsive option) associated with each segment. Let Mst denote

the set of all possible modes that can feasibly complete an (s, t) trip, with M = Mst | (s, t) ∈ V 2 .
Figure 1 provides a simple illustration of two modes available to a commuter traveling from s to t.
We use cm to denote the cost incurred by the platform for a trip completed via mode m. This
cost could include, for example, the cost of compensating the ride-hailing service for the trip (prenegotiated as part of a contract), as well as the mass transit operating costs associated with the
mode.
We moreover assume that all (s, t) commuters are shown the same set of modes, and that the
platform has an upper bound on the number of modes it wishes to display to commuters. Let k ∈ N
denote this upper bound.
Commuter choice model. We consider a large-market, fluid scaling of the demand-side of
the system. That is, each pair of nodes (s, t) ∈ V 2 is associated with a non-atomic mass (or flow) of
commuters seeking to travel from s to t (henceforth referred to as (s, t) commuters). Let λst ∈ R+
denote the flow of (s, t) commuters. An (s, t) commuter has valuation Vm for mode m ∈ Mst ,
drawn from a known distribution Fst with support V ⊆ R|Mst | . Let Vst = (Vm )m∈Mst . Example 1
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illustrates the generality of the valuation abstraction, and how it allows the platform to model
broad heterogeneity in commuters’ travel preferences.
Example 1. Consider an (s, t) commuter, whose valuation for mode m is given by:

transit
Vm = αst + βst tcar
+ϵ
m + γst tm

transit
where ϵ ∼ N (0, 1), tcar
m denotes the duration of the trip from s to t completed by car, and tm

denotes the duration completed by mass transit. Here, αst ∈ R+ represents the commuter’s base
valuation for completing the trip, and βst ∈ R, γst ∈ R respectively represent the value the commuter
places on the relative convenience of a car and the sustainability of transit.
Given a set of displayed modes and their corresponding prices, commuters choose the mode m
that maximizes their utility Vm − pm ; if their utility is negative for all displayed modes, the commuter opts out of the marketplace. We assume that commuters break ties in favor of the platform,
a commonly-made assumption in the literature known as partial cooperation (Dempe 2002, Bialas
and Karwan 1984, Fontaine and Minner 2014). We moreover note that, in theory, commuters could
deviate from the mode they have chosen (e.g., by getting on one bus line instead of another, if
both bus lines get them to the same destination). We preclude such deviations (also referred to
as ‘self-constructed’ modes) from the model, an assumption that is practically implementable via,
e.g., trip-specific tickets.
Before discussing the platform’s network design constraints, we introduce some useful notation. Let xm (Vst , p) denote the probability that a commuter with valuation vector Vst chooses m
given price menu p, with xst (Vst , p) = xm (Vst , p)


m∈Mst

. It will often instead be convenient to

reason with respect to the total flow of (s, t) commuters choosing mode m, given valuations Vst
and prices p. Let ϕm (Vst , p) = λst xm (Vst , p), and ϕst (Vst , p) = ϕm (Vst , p)
notation, we will at times suppress the dependence of ϕ on V, p.


m∈Mst

. For ease of
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Network design constraints. Let y ∈ {0, 1}M denote the indicator vector representing the
set of modes displayed to commuters. and z denote the platform’s network design-related decisions.
We will also refer to z as the supply decisions (e.g., the set of routes and corresponding frequencies
to operate). Given a set of supply decisions z, we let C(z) denote the total cost incurred by the
platform to provide this supply, and assume that C is convex in z.1
The platform has a set of network design-related constraints coupling supply and flow of demand.
We let N denote this constraint set (also referred to as the feasible region), with



N=
E[ϕ], y, z | gi E[ϕ], y, z ≤ 0 ∀ i ∈ [N1 ],


hj E[ϕ], y, z = 0 ∀ j ∈ [N2 ]
for some collection of functions {gi }i∈[N1 ] , {hj }j∈[N2 ] , where N1 ∈ N, N2 ∈ N. Here, the expectation
is taken with respect to the valuation distributions {Fst }(s,t)∈V 2 .
In the remainder of the paper, we operate under the following assumption regarding the constraint set N .
Assumption 1. For i ∈ [N1 ], j ∈ [N2 ], there exist collections of constants {αmi }m∈M , {βmj }m∈M ,
as well as convex functions gi′ (y, z) and h′j (y, z) such that:
gi (E[ϕ], y, z) =

X

hj (E[ϕ], y, z) =

X

αmi E[ϕm ] + gi′ (y, z)

m

βmj E[ϕm ] + h′j (y, z).

m

Assumption 1 states that the functions defining the feasible region are additively separable
across E[ϕ] and (y, z), as well as linear in E[ϕ]. In practice, this assumption is indeed quite general;
we provide examples of practical settings for which it holds in Section 3.3. In particular, we will see
that, though Assumption 1 only requires the constraint set to be convex in z, in practice real-world
network design constraints faced by the platform tend to be linear.
We conclude the section by summarizing the most frequently-used notation in the paper, included
in Table 1.
1

Though this latter assumption is not necessary for our results to hold, it is important in terms of the computa-

tional tractability of the problem we will present in the next section.
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Symbol

Definition

V

set of nodes of the transportation network G

Mst

set of all possible modes between s and t

Vst

(random) vector of valuations of an (s, t) commuter for modes m ∈ Mst

xm (Vst , p) probability an (s, t) commuter with valuations Vst chooses mode m, given p
ϕm (Vst , p) flow of (s, t) commuters with valuations Vst choosing mode m, given p
z

platform’s supply decisions

y

set of displayed modes

C(z)

cost of supply decisions

k

upper bound on number of modes the platform can display

N

network design constraint set
Table 1

List of frequently-used notation

3.2. The Welfare Maximization Problem
We next introduce the platform’s optimization problem. To do so, we begin by formally defining
the notion of platform welfare.
Definition 1 (Welfare). Given a set of displayed modes y, a price vector p for these modes,
and supply decisions z, the welfare W of the platform is the sum of the expected commuter utilities
and platform profit. Formally:

W=

X
(s,t)

λst E 


X

(Vm − cm )xm (Vst , p) − C(z).

m∈Mst

We note that a typical objective considered in prior works is that of commuter travel times (Bertsimas et al. 2020, Borndörfer et al. 2007), rather than system welfare. The problem we consider
subsumes this objective under the assumption that commuter valuations are a decreasing function
travel times. When commuters all take the same mode (e.g., mass transit), travel times are a natural objective to minimize; however, we argue that this ceases to be the case once hybrid modes
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– and, as a result, heterogeneity in factors such as comfort and convenience – are introduced.
Moreover, though this work does not consider the important problem of incentivizing ride-hailing
services to lend their services to a welfare-maximizing platform (e.g., a transit agency), the fact
that welfare includes the platform’s profit (and as a result, operating costs incurred from the ridehailing legs of each mode) captures the true cost to the ride-hailing firm for serving those rides.
In Appendix C we discuss how our framework can also be leveraged to more explicitly incorporate
revenue considerations.
We now formally define the platform’s Welfare Maximization Problem.
Definition 2 (Welfare Maximization Problem). The Welfare Maximization Problem is
defined by a graph G; commuter flows {λst }(s,t)∈V 2 and valuation distributions {Fst }(s,t)∈V 2 ; a cost
function C(·) associated with the supply decisions; an upper bound k on the number of modes displayed to commuters; and a feasible region N . The objective is to determine the modes to display
y, prices for each mode p, and make a set of supply decisions z such that the platform’s welfare is
maximized and:
1. at most k modes are displayed for each (s, t) pair, and
2. (E[ϕ(V, p))], y, z) ∈ N .
Formally, the platform’s optimization problem is given by the following (possibly infinitedimensional) bi-level program:


X
X
max
E
(Vm − cm )ϕm (Vst , p) − C(z)
p,y,z

(s,t)

s.t.

(P)

m∈Mst

xst (Vst , p) ∈ arg max
′
x


 X
m:y

(Vm − pm )x′m

m =1

X

x′m ≤ 1, x′m ≥ 0 ∀ m

m

∀ (s, t) ∈ V 2 , Vst ∈ V |Mst |

X

ym ≤ k

∀ (s, t) ∈ V 2


(1)
(2)

m∈Mst

(E[ϕ(V, p)], y, z) ∈ N ,




ym ∈ {0, 1} ∀ m ∈ M
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Let OP T denote the optimal value of (P). Here, Constraint (1) encodes commuters’ utility maximization problem, and Constraint (2) ensures that at most k modes are displayed to commuters,
for each origin-destination pair.
We conclude the section with a set of concrete supply models that fit within the general model
described above, as well as the Welfare Maximization Problem induced by each of these models.

3.3. Examples
Our first example models a platform that operates a fleet of buses and contracts with a ridehailing
company to provide first- and last-mile car rides, where these rides can also be shared (e.g., allowing
for both UberX and UberPool options in the set of available modes, as well as bikes, scooters, etc.).
Example 2. Let κ ∈ N denote the fixed capacity of a bus. A bus route is a fixed sequence of
consecutive edges of G, said to be served at frequency f ∈ {0, 1, . . . , F } if f buses are operated on
the route throughout the time window of interest, with F ∈ N.2 We define a bus line ℓ to be a
n
o
combination of a bus route rℓ and an associated frequency fℓ , and let L = (r, f )|(r, f ) ∈ R × [F ] ,
with L = |L|.
Let Lm denote the set of lines used by m, and Em the set of edges of m traversed by the lines
in Lm . Finally, we let cℓ ∈ R+ denote the fixed cost of opening line ℓ, assumed to be increasing
in fℓ .
In this case, the platform’s supply decision z is the set of bus lines to operate, and the constraint
it seeks to enforce is that the bus capacity is not exceeded on any given edge of its route. Thus,
the Welfare Maximization Problem for this model is formally given by:


X
X
X
max
E
(Vm − cm )ϕm (Vst , p) −
cℓ zℓ
p,y,z

(s,t)

s.t.

m∈Mst

xst (Vst , p) ∈ arg max
′
x

2

(P)

ℓ∈L


 X


(Vm − pm )x′m

m:ym =1

X
m

x′m ≤ 1, x′m ≥ 0 ∀ m





Assuming an upper bound on the set of possible frequencies is without loss of generality for a system with a

finite number of passengers.
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∀ (s, t) ∈ V 2 , Vst ∈ V |Mst |

X X

E[ϕm (Vst , p)] ≤ κ fℓ zℓ

∀ℓ ∈ L, e ∈ rℓ

(3)

(s,t) m∈Mst :
ℓ∈Lm ,
e∈Em

X

ym ≤ k

∀ (s, t) ∈ V 2

m∈Mst

ym ∈ {0, 1} ∀ m ∈ M,
where we have that C(z) =

P

ℓ∈L cℓ zℓ ,

zℓ ∈ {0, 1}

∀ℓ ∈ L

and Constraint (3) enforces the capacity constraint for buses.

Though Example 2 models a situation in which the platform contracts out the ridehailing trips
to create hybrid modes, our general model also subsumes a setting in which the platform operates
both a fleet of buses and a fleet of unit-capacity vehicles (cars). Example 3 formalizes such a model.
Example 3. In this setting, as in Example 2 the platform must decide the set of lines to operate,
denoted by z′ ∈ {0, 1}L , as well as make a set of empty-vehicle rebalancing decisions to satisfy the
demand for car trips. Unlike in Example 2, however, we assume the model is limited to a single
car service, à la UberX. We use ηij ∈ R+ to denote the rebalancing rate between nodes i and j,
and let cij ∈ R+ be the cost per unit of rebalancing. Moreover, for m ∈ M let Tm denote the set of
source and destination nodes (also referred as terminal nodes) for the car segments of mode m.
In this case, the platform welfare is given by:


X
X
X
X
W=
E
cℓ zℓ′ −
cij ηij ,
(Vm − cm )ϕm (Vst , p) −
(s,t)

m∈Mst

ℓ∈L

(i,j)∈V 2

and the constraint set N is identical to that of Example 2, with the additional constraint that the
flow of unit-capacity vehicles must form a valid circulation, i.e.,






X
X X
X X
 X

ηij +
=
ηji +
E[ϕ
(V
,
p)]
E[ϕm (Vst , p)]
m
st




j

(s,t) m∈Mst :
(i,j)∈Tm

j

∀ i ∈ [n]

(s,t) m∈Mst :
(j,i)∈Tm

Additional practical constraints. In addition to the basic capacity and circulation constraints presented in the examples above, the platform may be interested in incorporating the
following constraints in N :
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– a budget constraint for the fixed costs for opening lines and operating each mode:
X
ℓ

cℓ zℓ′ +

X X

cm E[ϕm (Vst , p)] ≤ B,

B ∈ R>0

(s,t) m∈Mst

– an upper bound N ∈ N on the number of buses:
X

τℓ fℓ zℓ′ ≤ N,

ℓ

where τℓ ∈ R>0 represents the time required for a bus to complete route rℓ .

4. Warmup: Multinomial Logit Commuter Choice
As motivation for our main result, we consider the setting in which commuter choices are governed by a discrete-choice model typically used in the transportation and revenue management
literature: the multinomial logit model (McFadden 1973). Under this model, an (s, t) commuter
has valuation Vm = vm + ϵ for mode m, where vm is a deterministic base valuation, and ϵ is a
Gumbel-distributed random variable with location 0 and scale 1.
Let qm (p) denote the ex-ante probability an (s, t) commuter chooses mode m given prices p,

i.e., qm (p) = E[xm (Vst , p)], and q(p) = qm (p) m∈M . We will equivalently refer to these probabilities q(p) as quantiles. Under the MNL, qm is given by:
qm (p) =

1+

evm −pm ym
.
vm′ −pm′
ym′
m′ ∈Mst e

P

(4)

Moreover, the ex-ante expected utility an (s, t) commuter obtains from her choice of mode is given
by




U = Q + log 1 +

X

evm −pm ym 

m∈Mst

where Q is the Euler-Mascheroni constant (McFadden 1973). Thus, given prices p, supply decisions z and displayed modes y, the welfare of the platform under the MNL model is given by:


 





X
X
X


v
−p
m
m

W =
λst  +
λst log 1 +
e
ym 
Q



m∈Mst
(s,t)
(s,t)
|
{z
}
(a)
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X
X
evm −pm ym


P
+
−
C(z)
λst
(pm − cm ) ·
,
vm′ −pm′
′


1 + m′ ∈Mst e
ym
m∈Mst

(s,t)
|
{z
}

(5)

(b)

where (a) is the sum of commuter utilities across all (s, t) origin-destination pairs, and (b) is the
platform’s total profit.
Though the above expression is non-convex in the prices p, the closed-form expressions for the
commuter choice probabilities render the MNL model attractive for the purposes of modeling
commuter choice; indeed, the bi-level program (P) reduces to the following single-level optimization
problem:

X

max
p,y,z



λst log 1 +

evm −pm ym  +

m∈Mst

(s,t)

s.t.

X

qm (p) =
X

1+

X
(s,t)

X

λst

(pm − cm )qm (p) − C(z)

(MNL-P)

m∈Mst

evm −pm ym
vm′ −pm′
ym′
m′ ∈Mst e

P

ym ≤ k

∀ (s, t) ∈ V 2

m∈Mst

(E[ϕ(V, p)], y, z) ∈ N ,

ym ∈ {0, 1} ∀ m ∈ M

As noted above, this problem is highly non-convex. We show however that welfare under the
MNL model is closely related to the Shannon entropy. With slight abuse of notation, we let Mst (y)
denote the set of modes displayed to (s, t) commuters, given y.
Proposition 1. Given prices p, displayed modes y and supply decisions z, the system welfare is
given by3 :



X
X
W = Q
λst  +
λst 
(s,t)

(s,t)

X
(s,t)

3

λst 1 −


X
m∈Mst (y)

Here, 0 log 0 is taken to be 0.



(vm − cm )qm (p) −

m∈Mst (y)


−


X

X

λst 

(s,t)




qm (p) log 1 −


X

m∈Mst (y)


X
m∈Mst(y)


qm (p) − C(z).

qm (p) log qm (p)
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For (s, t) ∈ V 2 , let gst (q) = −





P
P
q
log
q
−
1
−
q
log
1
−
q
m
m∈Mst (y) m
m∈Mst (y) m
m∈Mst(y) m .

P

gst (q) is the entropy of the random variable representing an (s, t) commuter’s mode choice; as
noted above, the entropy of a random variable is concave in the associated probability mass function q (Cover 1999), a fact we will leverage for our pricing framework.

4.1. Solving a decentralized problem via a centralized assignment program
As a first step toward building a solution for the Welfare Maximization Problem, we consider an
alternative problem: the Centralized Welfare Maximization Problem. At a high level, the Centralized Welfare Maximization Problem relaxes the assumption that welfare-optimal solutions must
be implemented via pricing; rather, it considers a ‘centralized’ world in which the platform can
assign a commuter to the mode of its choosing. Otherwise said, commuters have no choice in the
Centralized Welfare Maximization Problem.
Definition 3 (Centralized Welfare Maximization Problem). The Centralized Welfare
Maximization Problem is defined by a graph G; commuter flows {λst }(s,t)∈V 2 and valuation distributions {Fst }(s,t)∈V 2 ; a cost function C(·) associated with the supply decisions; an upper bound k
on the number of modes displayed to commuters; and a feasible region N . The objective is to make
a set of supply decisions, determine the modes to display, and an assignment of passenger flows to
modes such that the platform’s welfare is maximized and:
1. at most k modes are displayed for each (s, t) pair, and
2. (E[ϕ], y, z) ∈ N .
We emphasize that the Centralized Welfare Maximization Problem is not a pricing problem, and
thus q and ϕ are independent decision variables, rather than functions of a price vector p.
Formally, the Centralized Welfare Maximization Problem can be formulated as the following
Mixed Integer Convex Program (MICP):




X
X
X
X
max
λst 
(vm − cm )qm  −
λst 
qm log qm 
q,y,z

(s,t)

m∈Mst

(s,t)

m∈Mst
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−

X

λst 1 −

X





qm  log 1 −

X

qm  − C(z)

(MNL-CP)

m∈Mst

m∈Mst

(s,t)

s.t.

X

qm ≤ 1 ∀ (s, t) ∈ V 2

m∈Mst

qm ≤ ym
X

∀m ∈ M

ym ≤ k

∀ (s, t) ∈ V 2

m∈Mst

(E[ϕ], y, z) ∈ N ,

qm ≥ 0 ∀ m ∈ M ,

ym ∈ {0, 1} ∀ m ∈ M

Our key insight is that, given any feasible solution to MNL-CP, there exists a set of prices which
implement a decentralized solution without any loss to the objective. Otherwise stated, pricing and
designing a network in the presence of strategic behavior is no harder than simply designing the
network with obedient, non-strategic commuters.
Proposition 2. Suppose the platform has access to an oracle O that returns a feasible solution

qO , yO , zO to the Centralized Welfare Maximization Problem. Let W O the objective value of MNLCP corresponding to this solution. Define prices pA as follows:
pA
m = vm − log

!

O O
qm
ym

1−

P

m′ ∈Mst

O O
qm
′ ym′

∀ (s, t) ∈ V 2 , m ∈ Mst ,


and let W A denote the system welfare induced by pA , yO , zO . Then, the following holds:
1. the commuter choice probabilities induced by pA are feasible for MNL-P, and
2. W A = W O .
Observing that MNL-CP is an upper bound to MNL-P,4 we obtain the following corollary of
Proposition 2.
Corollary 1. Suppose O is an α-approximation algorithm for the Centralized Welfare Maximiza
tion Problem. Then W A , the system welfare induced by pA , yO , zO , where pA is defined as in
Proposition 2, is an α-approximation for MNL-P.
4

This simply follows from the fact that, for any feasible solution p to MNL-P, q(p) is feasible to MNL-CP.
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Proposition 2 establishes that joint pricing and network design under the multinomial logit model
is no harder than network design in a centralized setting. This insight, however, does not simply
hold for the MNL discrete choice model. Proposition 3 establishes that, under mild regularity
conditions, it extends to the entire space of continuous valuation distributions.
Proposition 3. Suppose that, for (s, t) ∈ V 2 , Fst is such that the following conditions hold:
1. qst (p) is efficiently invertible, and
2. the welfare W is concave in the quantile space q = (qst )(s,t)∈V 2 .
Then, given an oracle O that produces a feasible solution (qO , yO , zO ) to the Centralized Welfare
Maximization Problem, prices pA = p−1 (qO ) induce a feasible flow, and moreover W A = W O .
We omit the proof of this fact, as it is identical to that of Proposition 2.
Having established minimal conditions for the use of this centralized pricing framework within
the space of continuous valuations, a natural next step is to see whether this can be extended
to the space of discrete valuation distributions. Discrete valuation distributions are particularly
attractive from a computational perspective due to the fact that, as illustrated by Examples 2
and 3 in Section 3.3, in real-world settings the Welfare Maximization Problem (P) tends to be
linear in the supply decisions z. Thus, modeling commuters’ valuations via discrete distributions
would allow the platform to formulate the Centralized Welfare Maximization Problem as mixed
integer linear program (MILP), for which existing solvers outperform MICP solvers (Lubin et al.
2018).

5. Main Result
In this section we show how to leverage a similar approach – i.e., obtaining prices via a singlelevel centralized problem in the assignment space – for the space arbitrary discrete valuation
distributions. We first introduce some notation.
5.1. Notation
A commuter is associated with a discrete type θ defined by her origin-destination pair, as well
as a valuation profile vθ = (vθm )m∈Mst for the available modes, with vθ ∈ V . We let λθ denote
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the total flow of type θ commuters, and define Θ to be the set of all commuter types. We use
xθm (p) to denote the probability that a type θ commuter chooses mode m given price menu p,

with xθ (p) = xθm (p) m∈M . Moreover, let ϕθm (p) = λθ xθm (p) denote the total flow of type θ
st

commuters choosing mode m. For ease of notation, in the remainder of the paper we often omit
the dependence of the set of modes on the origin-destination pair (s, t), with it being clear from
context that vθm = 0 for m ̸∈ Mst for (s, t) commuters of type θ.
Welfare is now given by:


X X
W =
λθ
(vθm − cm ) xθm (p) − C(z).
θ∈Θ

m

For completeness, we re-write the Welfare Maximization Problem for the discrete valuation
setting:
XX

max
p,y,z

s.t.

(vθm − cm ) ϕθm (p) − C(z)

θ∈Θ m

ϕθm (p) = λθ xθm (p) ∀ θ ∈ Θ, m ∈ M


 X

X
′
′
′
(v
−
p
)x
x
≤
1,
x
≥
0
∀
m
xθ (p) ∈ arg max
θm
m
m
m
m

x′ 
m:y =1
m

∀θ ∈ Θ

m

X

ym ≤ k

∀ (s, t) ∈ V 2

m∈Mst


E[ϕ(p)], y, z ∈ N ,

ym ∈ {0, 1} ∀ m ∈ M

5.2. Pricing via Linear Programming Duality
Recall, in the MNL setting, given a feasible flow to MNL-CP, we immediately obtained the prices
implementing a welfare at least as high by inverting commuters’ choice probabilities. Unfortunately,
for arbitrary discrete valuation distributions, existence of such an inverse is not guaranteed. We
next present an algorithm which shows that invertibility is in fact not necessary to obtain equivalent
prices. As in the MNL setting, consider the Centralized Welfare Maximization Problem for discrete
valuations:
max
ϕ,y,z

XX
θ∈Θ m

(vθm − cm ) ϕθm − C(z)

(CP)
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s.t.

X

ϕθm ≤ λθ

∀θ ∈ Θ

m




X

ϕθm ≤ ym 

X

∀m ∈ M

λθ 

(6)

θ∈Θm

θ∈Θm

X

ym ≤ k

∀ (s, t) ∈ V 2

m∈Mst


E[ϕ], y, z ∈ N ,

ϕθm ≥ 0 ∀ θ ∈ Θ, m ∈ M,

ym ∈ {0, 1} ∀ m ∈ M

where Θm denotes the set of types for whom mode m is available. Here, Constraint (6) enforces
that the set of commuters Θm who can feasibly take mode m to complete their trip cannot be
assigned to m unless it is displayed.
Recall, by assumption the network design feasible region N is defined by the following set of
constraints:
X



X
αmi 
ϕθm  + gi′ (y, z) ≤ 0

m

∀ i ∈ [N1 ]

θ

X



X
βmj 
ϕθm  + h′j (y, z) = 0

m

∀ j ∈ [N2 ].

θ

Observe moreover that, given the modes displayed y and the set of supply decisions z, what
remains of (CP) is a linear program in ϕ, solvable in polynomial time. We formally define this
subproblem, denoted by SP(z, y):
max
ϕ

s.t.

XX

(vθm − cm ) ϕθm

(SP(z, y))

θ∈Θ m

X

ϕθm ≤ λθ

∀θ ∈ Θ

(7)

m


X

ϕθm ≤ ym 

θ∈Θm

m

m

∀m ∈ M

(8)


X

αmi 

ϕθm  + gi′ (y, z) ≤ 0

∀ i ∈ [N1 ]

(9)

∀ j ∈ [N2 ]

(10)

θ∈Θm


X

λθ 

θ∈Θm


X


X

βmj 


X

ϕθm  + h′j (y, z) = 0

θ∈Θm

ϕθm ≥ 0 ∀ ℓ ∈ L
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Our algorithm makes use of the dual of SP(z, y), given by:


X
X
X
X
X
min
λθ  −
µi gi′ (y, z) −
νj h′j (y, z)
λ θ uθ +
γm ym 
u,γ,µ,ν

m

θ∈Θ

θ∈Θm

X

s.t. uθ ≥ vθm − cm − γm −

αmi µi −

i∈[N1 ]

uθ ≥ 0

∀ θ ∈ Θ,

i∈[N1 ]

X

(D-SP(z, y))

j∈[N2 ]

βmj νj

∀ m ∈ M , θ ∈ Θm

(11)

j∈[N2 ]

γm ≥ 0 ∀ m ∈ M ,

µi ≥ 0

∀ i ∈ [N1 ]

Here, the dual variables u, γ, µ and ν respectively correspond to primal constraints (7), (8), (9)
and (10), and dual constraints (11) to primal variables ϕ.
For concreteness, we present the Centralized Welfare Maximization Problem for Example 2 and
its corresponding dual subproblem in Appendix B.1.
We now present our algorithm. As in the MNL setting, Algorithm 1 assumes access to an oracle
that produces a feasible solution to CP. We remark that Algorithm 1 in essence implements congesAlgorithm 1 Multimodal pricing via LP duality
Input: oracle O for the Centralized Welfare Maximization Problem
Output: prices p, displayed modes y and supply decisions z
Run O. Let z denote the set of supply decisions returned by O.
Solve linear program D-SP(z, y). Let (u, γ, µ, ν) denote an optimal solution to D-SP(z, y).
Set pm = cm + γm +

P

i∈[N1 ] αmi µi

+

P

j∈[N2 ] βmj νj ,

∀ m ∈ M.

Make supply decisions z, display modes y, and set prices p.

tion pricing, and benefits from its simplicity, with each component of a mode’s price attributable to
either the cost of the mode, or to a primal constraint. Specifically, the price of mode m corresponds
to its operating cost cm , the cost γm of displaying the mode (i.e., using up one unit of the budget k
P
P
for modes), as well as the costs i αmi µi and j βmj νj related to the network design constraints gi
and hj , respectively.
Let W A denote the welfare induced by Algorithm 1. Theorem 1 establishes that pricing a decentralized multimodal mobility system is no harder than planning and assignment for a centralized
system.
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Theorem 1. Suppose the platform has access to an oracle O that returns a feasible solution to
the Centralized Welfare Maximization Problem, and let W O denote the objective value of CP corresponding to this solution. Then, Algorithm 1 produces prices that induce a flow feasible to CP.
Moreover, the induced welfare is at least as high as W O , i.e.,
W A ≥ W O.
Corollary 2 similarly follows from Theorem 1.
Corollary 2. Suppose O is an α-approximation algorithm for the Centralized Welfare Maximization Problem. Then Algorithm 1 is an α-approximation algorithm for (P).
Thus, we have shown that, given an efficient oracle for the nonstrategic problem, our framework
efficiently computes prices for arbitrary discrete valuation distributions by leveraging the power of
linear programming duality. In Appendix C, we show that this framework accommodates a more
general class of objective functions, which we term pseudo-welfare.

6. Numerical Experiments: Case Study on the Manhattan network
Finally, we demonstrate the practicality of our framework by deploying it on the Manhattan road
network, using real data obtained from the OpenStreetMap (OSM) database (Boeing 2017) as well
as records of for-hire vehicle trips obtained from the New York City Open Data platform (NYC
Open Data).5
6.1. Experimental setup
We consider the setting described in Example 2, in which a platform operates a fleet of buses and
contracts with a ride-hailing company for first- and last-mile car rides (see Appendix B.1 for the
corresponding Centralized Welfare Maximization formulation and the dual subproblem leveraged
by our framework).
5

The authors gratefully acknowledge Périvier et al. (2021) for making publicly available their constructed dataset,

which can be found at https://github.com/noemieperivier/line_planning. For more details on the construction
of this dataset, see the aforementioned paper.
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Line inputs. We assume the platform has access to a candidate set of lines, and use the candidate
sets constructed by Périvier et al. (2021).6 We let cℓ = $20.65 dℓ where dℓ denotes the distance in
miles traveled by line ℓ (TriMet 2021). We moreover set the bus capacity κ = 81.7 and frequency
fℓ = 1 for all lines ℓ (TriMet 2021).
Travel modes. We assume that a mode consists of at most one trip segment completed by bus,
and two car trips. This design decision stems from the fact that mixed trips force commuters to
incur at the minimum first- or last-mile car-to-bus transfers; any additional trip segments could
be deemed excessive. We refer to any mode that is composed of a transit segment and at least one
ride-hailing segment as a “hybrid mode.” Moreover, we use the terminology “bus stop” to denote
a node through which a bus line passes.
We now describe the construction of the set of possible modes M, given a candidate set of
lines L. Let dmax = 0.2 miles, representing the maximum distance a commuter is willing to walk
from origin (resp., destination) to the closest bus stop (Yang and Diez-Roux 2012). Consider an
origin-destination pair (s, t) ∈ V 2 , and let d(s, t) denote the Manhattan distance between the two
nodes. If d(s, t) ≤ 2dmax , then a hybrid mode isn’t offered to (s, t) commuters. Otherwise, we include
a ride-hailing trip that uses the shortest path between s and t in M. To construct all other modes,
we consider the five bus lines in the candidate set L with the closest bus stops to origin node s.
For each of these bus lines, we then search the nearest bus stop to destination node t. We associate
each of these five lines with a possible mode. Let v1 and v2 correspond to the bus stop associated
with a given mode. If the distance between s and v1 exceeds dmax (similarly in the case of v2 and
t), the constructed mode consists solely of a transit trip (that is, we assume the commuter walks
between their origin/destination and the closest bus stop). Otherwise, a ride-hailing service is used
for these first- and last-mile connections.
6

Though our numerical experiments make use of a candidate set, our centralized welfare framework can indeed be

deployed without access to such a set. Such an assumption is however standard in the transit planning literature (Ceder
and Wilson 1986, Chakroborty and Wivedi 2002, Fan and Machemehl 2006, Auad and Van Hentenryck 2021), and
was recently shown to be necessary to develop constant-factor approximations to the line planning problem (Périvier
et al. 2021).
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For a given mode m ∈ M, we assume the platform incurs no operating cost for the transit
LM
segment of the mode (i.e., all transit costs are subsumed in the line costs cℓ .) We use dFM
m and dm

to respectively denote the first- and last-mile distances between the trip origin/destination and the
bus stop corresponding to the start/end of the mode’s transit segment. The operating cost cm for
this mode, then, is given by:

FM
LM
LM
cm = cMoD dFM
m · 1(dm > dmax ) + dm · 1(dm > dmax ) ,

(12)

where cMoD is the cost per mile of the ride-hailing (also, Mobility-on-Demand) service. We initially
assume cMoD = $2/mile (Basciftci and Van Hentenryck 2021), though later on perform a sensitivity
analysis to determine the effect of ride-hailing costs on marketplace outcomes.
max
For a given mode m, we let τm denote the travel time of mode m, and use τm
to denote the

walking time from origin to destination. We assume average speeds of 3 miles per hour, 6 miles
per hour and 8.5 miles per hour for walking, transit and ride-hailing, respectively (New York City
Department of Transportation 2021).
Demand inputs. We assume all commuters have a base valuation (also known as the alternative
specific constant) γm for mode m ∈ M, with γm = $2 for a direct trip by car, γm = $1 for a hybrid
mode, and γm = $0 if m exclusively uses transit. We consider two types of customers, partitioned
based on their value of time (which one can use as a proxy for, e.g., income status), parameterized
by multiplier βθ ∈ R+ for θ ∈ Θ. We assume βL = 1 for 75% of the population with a low value of
time, and βH = 1.5 for for 25% of the population with a high value of time. We assume the average
value of time is given by ατ = $18.2 per hour (Liu et al. 2019).
For each first- or last-mile trip segment completed by the ride-hailing service, commuters incur a
transfer disutility ctransfer > 0. We initially assume ctransfer = $1, though in subsequent experiments
we vary ctransfer to understand its impact on the efficiency benefits of an integrated marketplace.
Note that, for large enough transfer disutility ctransfer , commuters simply have no value for hybrid
trips; such a setting is thus equivalent to a fragmented mobility system. Let ntransfer
denote the
m
number of transfers associated with hybrid mode m ∈ M.
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Inputs

Value

Sources
Manhattan for-hire vehicle data

OD matrix

13, 847 OD pairs
(Périvier et al. 2021)

Demand
θ ∈ {L, H }
Type space Θ

βL = 1, βH = 1.5
λL /(λL + λH ) = 0.75

Value of time

ατ = $18.2/hour

Liu et al. (2019)

Average vehicle
81.7
capacity κ
NYC bus system data (TriMet 2021)

Supply
Fixed cost of
$20.65/mile

Basciftci and Van Hentenryck (2021)

opening line cℓ
Operating cost cm

cMoD = $2/mile

Mode display limit k

10

Other
Walking distance
dmax = 0.2 mile

Yang and Diez-Roux (2012)

threshold
Table 2

Summary of experiment parameters

If mode m ∈ M is offered to a type θ commuter, her valuation for mode m is given by:

+
max
vθm = γm + βθ ατ (τm
− τm ) − ctransfer ntransfer
)
,
m

(13)

where (·)+ = max{·, 0}.
All parameters and their references are included in Table 2. All experiments were run on a
workstation with a 4-core 3.6 GHz processor and an 8 GB RAM, using a state-of-the-art solver
(Gurobi 9.1).
6.2. Results and discussion
6.2.1. Algorithm runtime. We first investigate the dependence of platform outcomes on
the size of the candidate set of bus lines, L. In particular, as the candidate set of lines grows
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large, so does the decision space of the underlying network design problem. Thus, we seek to
understand how the quality of the returned solution trades off with the runtime associated with
the two component optimization problems solved by our algorithm. In addition to total platform
welfare, we are interested in two metrics: the fraction of total demand served (a key metric for
transit agencies), as well as the fraction of served trip requests that are hybrid (i.e., composed of
at least one transit and one ride-hailing segment). We refer to this latter quantity as the hybrid
ratio. We include our results in Table 3.

Runtime (seconds) Total welfare
|M|

L

Table 3

Fraction of
Hybrid ratio

CP

SP

(105 USD)

demand served

10

185756

61

7

3.40

0.06

0.98

50

228501

90

40

3.95

0.16

0.98

100 318332

485

154

4.54

0.26

0.99

150 407680

758

581

5.16

0.33

0.99

200 463973

1713

679

5.52

0.38

0.99

300 482416

4280

1209

5.84

0.40

0.99

500 554774 14630

2783

6.04

0.42

0.99

Runtime dependence on the size of the candidate set of lines. The CP and SP columns respectively

correspond to the runtimes associated with solving the Centralized Welfare Maximization MILP and the smaller
welfare maximization subproblem, given the set of lines returned by the MILP.

We observe that, between L = 10 and L = 200, the number of possible modes M increases
significantly with L. Importantly, note that the time required to solve the Centralized Welfare
Maximization Program (i.e., the larger MILP), dwarfs that of the linear program SP which returns
the optimal set of prices. On the other hand, as the size of the candidate set of lines increases,
so does the total welfare of the system, precisely due to the diversity engendered by the increase
in the number of modes. Moreover, in all cases at least 98% of the total demand is served, with
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(a) Total welfare, total revenue
vs. transfer cost
Figure 2

(b) Fraction of demand served, hybrid ratio
vs. transfer cost
Sensitivity analysis of transfer costs ctransfer .

a significant increase in fraction of demand served via a hybrid mode as the number of modes
increases.
6.2.2. Sensitivity analysis
Transfer costs. We next study how the benefits of such an integrated system vary with the
transfer cost ctransfer , for a fixed candidate set of lines, with L = 100. Note that, as the transfer cost
grows very large, the system reduces to a benchmark in which no hybrid modes exist. Our results
are shown in Figure 2.
Figure 2a illustrates the massive welfare gains of a fully integrated platform. Notably, when
ctransfer = $15 and none of the demand is served via hybrid modes, the welfare of the system is
significantly reduced as compared to the setting where ctransfer = 0. We moreover note that the
former setting computes the welfare-optimal solution in a fragmented system, an upper bound on
the status quo. Thus, the 35% increase in welfare between these two extremes is a lower bound
on the potential gains of integration. Of particular note is that the revenue raised by the platform
is not a monotone function of the transfer cost: for modest values of ctransfer , the platform’s revenue decreases; however, there exists a threshold transfer cost past which the platform revenue is
increasing. This is likely due to the fact that, the total demand served remains high, and a higher
fraction of commuters decide to make the more expensive trip by car.
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(a) Candidate set of lines
Figure 3

(b) ctransfer = $0

(c) ctransfer = $10

Dependence of chosen set of bus lines of transfer cost ctransfer

Figure 3 illustrates how the set of selected bus lines varies with the transfer cost. Perhaps
counterintuitively, for very high transfer costs, the opened set of lines is sparser than when transfer
costs are nonexistent. This is due to the fact hybrid modes are more attractive when transfer costs
are low, and as a result it becomes necessary to open more bus lines to support these hybrid trips.
Ride-hailing costs. We conclude the section with an investigation of how the cost charged by the
ride-hailing service to the platform affects the potential of such an integrated system. (Recall, we
assume that these costs are pre-negotiated and enforced via a contract.) Our results are shown in
Figure 4.
As the cost of the ride-hailing service increases from $1 to $6 per mile (Basciftci and Van Hentenryck 2021), we observe a significant welfare drop. This is due to the fact that the cost of all firstand last-mile connections increases, and moreover the fraction of total demand served decreases
(as seen in Figure 4b). Note that the increase in fraction of demand served via hybrid trip is almost
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(a) Total welfare, total revenue vs. cMoD
Figure 4

(b) Fraction of demand served, hybrid ratio vs. cMoD

Sensitivity analysis of ride-hailing costs cMoD .

entirely explained by the decrease in total demand served. Finally, observe that the total revenue
raised by the platform is similarly non-monotonic with respect to cMoD . For cMoD ∈ [0, 3], 100% of
the total demand is served; thus, the price hike due to the increase in cMoD increases the platform
revenue. However, for larger values of cMoD , the drop in demand served outweighs the effect of high
prices, which then explains the drop in revenue.

7. Conclusion
Though ride-hailing services have been viewed as competitors to cities’ public transit operations
in recent years, in this paper we investigated the extent to which, to the contrary, they can be
leveraged as complements, due to the potentially massive gains from combining their on-demand
capabilities with the sustainability of mass transit options. Specifically, we approached the question
of designing an integrated mobility marketplace from a central planner’s perspective via a market
design lens, i.e., by tackling the joint problem of pricing and network design of such an system.
In our main methodological contribution, we leveraged linear programming duality to show that
the pricing and optimization of these systems can be decoupled by solving a closely centralized
assignment problem that ignores commuter choice entirely, and deployed this framework to a realworld dataset to obtain insights into the welfare impacts of such an integration relative to the
status quo fragmented system. This paper lends itself to a number of natural directions for future
work. In particular, our work does not treat the question of stakeholder incentives. In particular,
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an important question is how to design contracts with ride-hailing services, which we assume in
this work to be pre-negotiated.

References
Ramon Auad and Pascal Van Hentenryck. Ridesharing and fleet sizing for on-demand multimodal transit
systems. arXiv preprint arXiv:2101.10981, 2021.
Beste Basciftci and Pascal Van Hentenryck. Capturing travel mode adoption in designing on-demand multimodal transit systems. arXiv preprint arXiv:2101.01056, 2021.
Dimitris Bertsimas, Yee Sian Ng, and Julia Yan. Joint frequency-setting and pricing optimization on multimodal transit networks at scale. Transportation Science, 54(3):839–853, 2020.
Wayne F Bialas and Mark H Karwan. Two-level linear programming. Management science, 30(8):1004–1020,
1984.
Geoff Boeing. OSMnx: A python package to work with graph-theoretic openstreetmap street networks.
Journal of Open Source Software, 2(12), 2017.
Ralf Borndörfer, Martin Grötschel, and Marc E. Pfetsch. A column-generation approach to line planning in
public transport. Transportation Science, 41(1):123–132, 2007.
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How to induce optimal flows under strategic link operators. Operations Research, 2021.
Thomas M Cover. Elements of information theory. John Wiley & Sons, 1999.
DART. DART, Lyft creating new transit choices, 2019. URL https://www.dart.org/news/news.asp?ID=
1213.
Constantinos Daskalakis, Paul W Goldberg, and Christos H Papadimitriou. The complexity of computing a
nash equilibrium. SIAM Journal on Computing, 39(1):195–259, 2009.
Stephan Dempe. Foundations of bilevel programming. Springer Science & Business Media, 2002.
Wei Fan and Randy B. Machemehl. Using a simulated annealing algorithm to solve the transit route network
design problem. Journal of Transportation Engineering, 132(2):122–132, 2006.
Pirmin Fontaine and Stefan Minner. Benders decomposition for discrete–continuous linear bilevel problems
with application to traffic network design. Transportation Research Part B: Methodological, 70:163–172,
2014.
Pierre Hansen, Brigitte Jaumard, and Gilles Savard. New branch-and-bound rules for linear bilevel programming. SIAM Journal on scientific and Statistical Computing, 13(5):1194–1217, 1992.
Hai-Jun Huang. Pricing and logit-based mode choice models of a transit and highway system with elastic
demand. European Journal of Operational Research, 140(3):562–570, 2002.
Human Transit. Basics: The Ridership – Coverage Tradeoff, 2018. URL https://humantransit.org/2018/
02/basics-the-ridership-coverage-tradeoff.html.
LA Metro. LA Metro – Ride with Via, 2019. URL https://www.metro.net/projects/mod/.
Nicolas Lanzetti, Maximilian Schiffer, Michael Ostrovsky, and Marco Pavone. On the interplay between
self-driving cars and public transportation. arXiv preprint arXiv:2109.01627, 2021.
Yang Liu, Prateek Bansal, Ricardo Daziano, and Samitha Samaranayake. A framework to integrate mode
choice in the design of mobility-on-demand systems. Transportation Research Part C: Emerging Technologies, 105:648–665, 2019.
Miles Lubin, Emre Yamangil, Russell Bent, and Juan Pablo Vielma. Polyhedral approximation in mixedinteger convex optimization. Mathematical Programming, 172(1):139–168, 2018.

35
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Appendix A: Proofs of Section 4 results
A.1. Proof of Proposition 1
Proof.

For ease of notation, we suppress the dependence of qm on p. Since the platform’s profit
P
is given by
m∈Mst (y) (pm − cm )qm − C(z), and welfare is defined to be the sum of profit and
commuter utilities, it suffices to show that for all (s, t),




log 1 +

X

X

eVm −pm  +

m∈Mst (y)

(pm − cm )qm

(14)

m∈Mst (y)


=
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(Vm − cm )qm −

m∈Mst (y)
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qm log qm − 1 −

m∈Mst (y)
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qm  log 1 −


qm  .
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(15)
By definition of qm , we have:
1+

X

eVm −pm =

m∈Mst (y)

1
1−




=⇒ log 1 +

X

P

m∈Mst (y) qm




X

eVm −pm  = − log 1 −

qm  .

(16)

m∈Mst (y)

m∈Mst (y)

We can moreover re-write the prices p as a function of the choice probabilities q, obtaining:
pm = Vm − log

!

qm
1−

P

m′ ∈Mst (y) qm

.
′

Plugging this back into the left-hand side of (14), we have:

X

(pm − cm )qm =

m∈Mst (y)

X

(Vm − cm )qm −

m∈Mst (y)

X
m∈Mst (y)

X

qm log qm +

m∈Mst (y)

qm log 1 −


X

qm′ 

m′ ∈Mst (y)

(17)
Putting (16) and (17) together, we obtain the result.

□

A.2. Proof of Proposition 2
Proof.

The result follows from the fact that there is a one-to-one correspondence between prices

and quantiles under the MNL model (see Proof of Proposition 1). As a result, pA precisely induces
qO (and thus is feasible), and the platform incurs no loss in welfare.

□
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Appendix B: Pricing via Linear Programming Duality
B.1. Illustration via Example 2
In this setting, the Centralized Welfare Maximization Problem is given by:
max
ϕ,y,z

s.t.

XX

(vθm − cm ) ϕθm −

θ∈Θ m

X

X

cℓ zℓ

ℓ∈L

ϕθm ≤ λθ

∀θ ∈ Θ

(18)

m

X X
m:
ℓ∈Lm ,
e∈Em

ϕθm ≤ κ fℓ zℓ

∀ℓ ∈ L, e ∈ rℓ




X

ϕθm ≤ ym 

X

∀m ∈ M

λθ 

(20)

θ∈Θm

θ∈Θm

X

(19)

θ

∀ (s, t) ∈ V 2

ym ≤ k

m∈Mst

ym ∈ {0, 1} ∀ m ∈ M,

zℓ ∈ {0, 1} ∀ ℓ ∈ L,

ϕθm ≥ 0 ∀ θ ∈ Θ, m ∈ M

Given y, z, the dual subproblem D-SP(z, y) is:




X
X
X
X
X
min
λ θ uθ + κ
fℓ zℓ 
µℓe  +
γm ym 
λθ 
u,µ,γ

s.t.

θ∈Θ

ℓ∈L

uθ ≥ vθm − cm −

X

e∈rℓ

m

X

µℓe − γm

θ∈Θm

∀ m ∈ M, θ ∈ Θm

(21)

ℓ∈Lm e∈rℓ ∩Em

uθ ≥ 0 ∀θ ∈ Θ,

µℓe ≥ 0 ∀ ℓ ∈ L, e ∈ rℓ ,

γm ≥ 0 ∀ m ∈ M

Here, the dual variables u, µ, γ respectively correspond to primal constraints (18), (19) and (20),
and dual constraints (21) to primal variables ϕθm .
In this case, Algorithm 1 sets prices
pm = cm +

X

X

µℓe + γm ,

ℓ∈Lm e∈rℓ ∩Em

and the congestion pricing analogy still holds: the price charged to commuters can be decomposed
as the cost of operating mode m, the cost of taking up a unit of capacity on each leg of the bus
route they choose, and γm , as before, is the cost of displaying the mode and using up a unit of the
budget of k.
B.2. Proof of Theorem 1
The proof of the theorem relies on the following key lemma.
Lemma 1. The prices p returned by Algorithm 1 induce the welfare-optimal allocation, given z, y.
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Proof.

We first note that, since O returns a feasible solution (ϕ, z, y) to CP, SP(z, y) necessarily

has a feasible solution, and moreover it is bounded. Thus, so is D-SP(z, y). Let ϕSP denote the
primal solution corresponding to the optimal dual solution of D-SP(z, y) returned by the algorithm.
By strong duality, ϕSP is optimal for SP(z, y).
We show that p induces this optimal allocation ϕSP . Formally, we prove:
ϕθm (p) = ϕSP
θm

∀ θ ∈ Θ, m ∈ M.

By Constraint (11) of D-SP(z, y), the optimal dual variables satisfy
uθ ≥ vθm − cm − γm −

X

αmi µi −

i∈[N1 ]

X

βmj νj

∀ m ∈ M, θ ∈ Θm .

j∈[N2 ]

Since uθ ≥ 0 for all θ, we then have:








X
X
uθ = max 0, max vθm − cm − γm −
αmi µi −
βmj νj
m 




i∈[N1 ]
j∈[N2 ]


= max 0, max {vθm − pm } ,
m

by definition of pm . Moreover, by complementary slackness, we have the following conditions relating ϕSP and u, p:
(
ϕSP
and uθ > vθm − pm =⇒ ϕSP
θm > 0 =⇒ uθ = vθm − pm
θm = 0
P SP
P SP
uθ > 0 =⇒ m ϕθm = λθ and
m ϕθm < λθ =⇒ uθ = 0
Combining these two facts, we obtain the following structure of the optimal allocation in SP(z, y):
(

ϕSP
θm > 0 ⇐⇒ m ∈ arg maxm′ vθm′ − pm′ | vθm′ − pm′ ≥ 0
P
maxm′ {vθm′ − pm′ } > 0 =⇒ m ϕSP
θm = λθ
Recall that the strategic decision of a type θ commuter under p is given by:
(

xθm (p) > 0 ⇐⇒ m ∈ arg maxm′ vθm′ − pm′ | vθm′ − pm′ ≥ 0
P
maxm′ {vθm′ − pm′ } > 0 =⇒ m xθm (p) = 1
Using the fact that tie-breaking is done in favor of the marketplace, we obtain the result.
Proof of Theorem 1.

□

By Lemma 1, ϕθm (p) = ϕSP
θm , so p necessarily induces a feasible flow of

commuters.
We now show that W A = W O . For clarity, we use ϕO
θm to denote the flow returned by the oracle.
We have:
WA =

XX
θ

m

(vθm − cm ) ϕθm (p) − C(z)
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=

XX

(Lemma 1)

(vθm − cm ) ϕO
θm − C(z)

(22)

m

θ

≥

(vθm − cm ) ϕSP
θm − C(z)

XX
m

θ

= W O.
where (22) uses the fact that ϕSP is optimal for SP(z, y).

□

Appendix C: Pricing for pseudo-welfare
Definition 4 (Pseudo-welfare). Given supply decisions z, displayed modes y and prices p,
f of the platform is given by:
the pseudo-welfare W


X X

f=
W
λθ
fm (vθm ) − cm xθm (p) − C(z),
θ∈Θ

m

where fm (vθm ) = ρst vθm + ζm , where (s, t) corresponds to the origin-destination pair of mode m,
and ρst ∈ R>0 , ζm ∈ R.
Though pseudo-welfare may a priori seem like an unnatural objective, ρst and ζm can be thought
of as tunable parameters that the platform can adjust to induce more user-centric (resp., revenuecentric) outcomes. This high-level intuition will be made formal once we present our algorithm.
f
Given {fm }m∈M , one can formulate the Centralized Pseudo-Welfare Maximization Problem CP,
f y) and its dual D-SP(z,
f y). Given an
analogous to (CP), and similarly the flow subproblem SP(z,
e for the Centralized Pseudo-Welfare Maximization Problem, Algorithm 2 describes the
oracle O
pseudo-welfare pricing procedure.
Algorithm 2 Multimodal pricing for pseudo-welfare maximization
e for the Centralized Pseudo-Welfare Maximization Problem
Input: oracle O
e , prices p
e
Output: supply decisions e
z, displayed modes y
e. Let e
e respectively denote the set of supply decisions and displayed modes returned by
Run O
z, y
e.
O
f z, y
f z, y
e ). Let (u, γ, µ, ν) denote the optimal solutions to D-SP(e
e ).
Solve linear program D-SP(e
h
i
P
P
Set pem = ρ1st −ζm + cm + γm + i∈[N1 ] αmi µi + j∈[N2 ] βmj νj , ∀ m ∈ M.
e , set prices p
e.
Make supply decisions e
z, display modes y
We remark upon some important properties of the prices returned by Algorithm 2. Note that,
for the vanilla Centralized Welfare Maximization Problem, there is no guarantee that the prices
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returned by Algorithm 1 are non-negative. By solving the Centralized Pseudo-Welfare Maximization Problem and taking ζm ≪ 0, however, this can force non-negative prices. Similarly, the platform
can manipulate αst as a way to uniformly lower (resp., raise) prices across modes, and as a result
retain commuters’ preference orderings relative to the original welfare objective.
f A denote the pseudo-welfare induced by Algorithm 2. Corollary 3 shows that our pricing
Let W
framework is amenable to the pseudo-welfare variant of our basic problem.
e that returns a feasible solution
Corollary 3. Suppose the platform has access to an oracle O
f Oe denote the pseudo-welfare
to the Centralized Pseudo-Welfare Maximization Problem, and let W
corresponding to this solution. Then, Algorithm 2 produces prices that induce a feasible flow. Moreover,
fA ≥ W
f Oe .
W
To prove Corollary 3, it suffices to show that the prices returned by Algorithm 2 induce the optimal
flows for the Centralized Pseudo-Welfare Maximization Problem. The rest of the proof is then
identical to that of Theorem 1.
Let ϕSP denote the primal solution corresponding to the dual solution returned by the
g
f y):
e . Consider D-SP(z,
e ϕ = ϕSP , and p = p
algorithm. For ease of notation, we let z = e
z, y = y
Proof.
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As in the proof of Theorem 1, we have:








X
X
uθ = max 0, max fm (vθm ) − cm − γm −
αmi µi −
βmj νj
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i∈[N1 ]
j∈[N2 ]








X
X
= max 0, max ρst vθm + ζm − cm − γm −
αmi µi −
βmj νj
m 




i∈[N1 ]

j∈[N2 ]

= ρst max {0, vθm − pm }
by definition of pm . Moreover, by complementary slackness, we have the following conditions relating ϕ and u:
(
ϕθm > 0 =⇒ uθ = ρst (vθm − pm ) and uθ < ρst (vθm − pm ) =⇒ ϕθm = 0
P
P
uθ > 0 =⇒ m ϕθm = λθ and m ϕθm < λθ =⇒ uθ = 0
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Using the fact that ρst > 0 and is common to all modes m with origin-destination pair (s, t), we
f y):
obtain the following structure of the optimal allocation in SP(z,
(

ϕθm > 0 ⇐⇒ m ∈ arg maxm′ vθm′ − pm′ | vθm′ − pm′ ≥ 0
P
maxm′ {vθm′ − pm′ } > 0 =⇒ m ϕθm = λθ
As before, this corresponds exactly to the strategic decision of a type θ commuter under p who
breaks ties in favor of the marketplace. We thus obtain our result.

□

